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ABSTRACT 

As video streaming scales across platforms, resolutions, and devices, 
encoding efficiency has become critical to maintaining quality while 
controlling computational cost and energy consumption. Multi-pass 
encoding is widely used in streaming workflows to improve compression 
efficiency, rate-control accuracy, and quality consistency. However, its 
computational overhead is applied uniformly across all content, even when 
additional passes deliver minimal benefit. At scale, this results in 
unnecessary processing, higher computational cost, and increased energy 
consumption. This paper presents a content-adaptive strategy, CASE, that 
predicts whether additional encoding passes would provide meaningful 
gains using a lightweight mechanism that derives spatial and temporal 
features from each video segment. We evaluated the approach in two 
production-oriented scenarios using local and cloud-based video encoders. 
Results show that the method reduces computational time and encoding 
cost, with minimal impact on compression efficiency and visual quality. 
Experimental results show that CASE reduces encoding time by 25.3% on 
average with only a 2.23% bitrate increase, while its preprocessing and 
decision overhead is about 1155 times lower than multi-pass encoding time. 

 

INTRODUCTION 

Video streaming has rapidly expanded in scale, driven by increasing viewer demand, diverse 
device ecosystems, and the rise of high-resolution and immersive media formats. Today, 
streaming video accounts for more than 65% of global Internet traffic [1], placing 
unprecedented pressure on content providers, cloud infrastructures, and Content Delivery 
Networks (CDNs). While audiences increasingly expect seamless, high-quality playback 
across all devices and network conditions, service providers must simultaneously manage 
the rapidly escalating costs of video encoding and delivery [2]. This has led to growing 
interest in optimizing the trade-off between streaming quality and computational cost, 
particularly through more efficient encoding strategies and intelligent content delivery 
mechanisms. 

In a typical video streaming pipeline, the same source content is encoded into multiple 
bitrate-resolution pairs, known as a bitrate ladder, to support various device capabilities and 
network conditions [3]. This multi-representation approach ensures that each viewer 
receives the most suitable version of the video. However, generating and managing these 



  
representations significantly increases computational load and storage requirements, 
making efficiency a central concern for modern streaming systems. 

To address these challenges, per-title encoding has been explored as a content-aware 
optimization strategy [4]. Rather than applying a fixed bitrate ladder to all content, these 
methods analyse the visual characteristics of each video to determine suitable 
representations, target bitrates, and resolutions. Beyond representation selection, encoding 
efficiency is also strongly influenced by the configuration of the encoding process itself. 

Among the key encoding parameters influencing both video quality and encoding efficiency 
is the encoding mode (i.e., number of encoding passes). Modern encoders can operate in 
single-pass, two-pass, or even three-pass modes, where each additional pass analyses the 
video in greater depth and refines encoding decisions in subsequent stages.  

While multi-pass encoding generally improves compression efficiency by enabling more 
informed bit allocation, it also introduces substantial computational overhead due to 
repeated analysis and encoding of the same content [5-7]. We demonstrate that multi-pass 
encoding does not have uniform benefits across content types, instead, its effectiveness is 
conditioned on spatial and temporal video characteristics, which we identify as a key 
determinant of multi-pass encoding performance. This motivates a closer examination of 
how different encoding modes behave across a diverse set of videos, as illustrated in the 
following examples. 

Figure 1 presents Rate-Distortion (RD) curves for two representative videos, #490 and #881, 
illustrated in Figure 2, from the Nature-1k dataset [8]. Both videos were encoded using the 
Single-, Two-, and Three-Pass encoding modes. To construct the bitrate ladder, the per-title 
encoding framework was employed to examine the bitrate-quality behaviour across 
encoding modes. The videos were selected to contrast low and high content complexity, 
measured using the Enhanced Video Complexity Analyzer (EVCA) [9]. Video #490, shown 
in Figure 1(a), is a static scene with low spatial complexity (SC = 8.0, TC = 4.4), where multi-
pass encoding yields clear gains: Two- and Three-Pass modes significantly outperform 
Single-Pass, with up to 21.8 higher Video Multimethod Assessment Fusion (VMAF) [10] at 
low bitrates. In contrast, as shown in Figure 1(b), video #881 characterized by high motion 
and complexity (SC = 44.2, TC = 36.3), exhibits nearly overlapping RD curves across all 
encoding modes. For this content, it indicates that additional encoding passes do not provide 
significant improvement in terms of compression efficiency. 

 

 

(a)       (b)   

Figure 1 – Motivating example showing RD-curves for videos (a) #490 and (b) #881.  



  
 

Additionally, multi-pass encoding 
improves per-frame quality stability by 
reducing temporal fluctuations compared 
to Single-Pass encoding [11]. We 
evaluate this effect using VMAF per-
frame profiles in Figure 3. For the low-
complexity video (#490), Three-Pass 
encoding yields a smoother quality 
profile, whereas Single-Pass shows 
substantially higher variability, with a 
maximum-minimum VMAF difference of 50.6 points. In contrast, for the high-complexity 
video (#881), Single-, Two-, and Three-Pass encoding show closely aligned per-frame 
quality. 

These contrasting behaviours reveal that the benefits of multi-pass encoding are 
fundamentally content-dependent. Simple scenes yield substantial gains from additional 
passes, whereas complex scenes show marginal or no improvement. We exploit this 
dependency to lower the cost and computational energy consumption of video encoding 
without compromising output video quality. To this end, we propose a content-adaptive 
encoding framework, CASE, which predicts the optimal encoding mode prior to encoding. 
By learning how content characteristics influence encoding effectiveness, CASE jointly 
optimises computational cost and video quality across diverse content types. 

CONTENT-ADAPTIVE ENCODING MODE SELECTION 

The overall architecture of the CASE framework is shown in Figure 4. To enable efficient 
lightweight decision-making, the selection is performed on a downscaled version of the video 
segment. We introduce a two-level prediction module that exploits extracted features to 
determine whether multi-pass encoding provides measurable benefits over single-pass 

encoding for each video representation. The module outputs a binary decision vector 𝑦̂𝑣,𝑠, 

whose dimensionality corresponds to the number of representations and is then used to 
select the appropriate encoding configuration. 

  

               (a)    (b)   

Figure 2 – Sample frame from videos (a) #490 and 
(b) #881.  

 

(a)       (b)   

Figure 3 – Motivating example showing the per-frame VMAF quality for videos (a) #490 and (b) 
#881.  



  

Definition of Encoding Benefit 

To determine whether multi-pass encoding is justified for each video representation, a 
benefit function is introduced. The main purpose is to jointly evaluate compression efficiency 
and quality stability, which are two primary advantages of multi-pass encoding. The benefit 
function for each video (𝑣) and bitrate-resolution pair (𝑟) is defined as: 

𝐵(𝑣, 𝑟) = {
1,   𝑖𝑓 𝐸(𝑣) > 𝑇𝐸 ∧ 𝑆(𝑣, 𝑟) > 𝑇𝑠

0,                                   𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
 

where 𝑇𝐸 and 𝑇𝑠 denote tunable thresholds controlling compression efficiency and quality 
stability, respectively. The terms 𝐸(𝑣) and 𝑆(𝑣, 𝑟) quantify the relative loss in compression 
efficiency and quality stability incurred when using single-pass encoding instead of multi-
pass encoding, and are defined as: 

𝐸(𝑣) = max(0, 𝐵𝐷𝑅(𝑣)) 

𝑆(𝑣, 𝑟) = max (0, log (
𝜎1𝑝(𝑣, 𝑟)

𝜎2𝑝(𝑣, 𝑟)
)) 

The metric 𝐸(𝑣) is defined at the video-segment level including all available representations, 
while 𝑆(𝑣, 𝑟) is defined per representation (𝑟) in the bitrate ladder. In this formulation, multi-

pass encoding serves as the anchor configuration for evaluating for single-pass encoding. 
When three-pass encoding is available, it becomes the anchor configuration used to 
evaluate both single-pass and two-pass encoding modes. 𝐵𝐷𝑅(𝑣) denotes the Bjøntegaard 
Delta Rate, representing the additional bitrate required to achieve the same quality as the 
anchor encoding configuration. Larger values for 𝐸(𝑣) indicate greater compression 

efficiency degradation for single-pass encoding. Negative values are clipped to zero, such 
that a value of zero denotes no benefit from multi-pass encoding. In the 𝑆(𝑣, 𝑟) definition, 

𝜎1𝑝 and 𝜎2𝑝 denote the standard deviations of per-frame quality under single-pass and multi-

pass encoding, respectively, where a larger standard deviation indicates greater quality 

fluctuation. By taking the ratio of two  values, the metric provides a normalized, scale-
invariant measure that is comparable across different videos and representations. Applying 
a logarithmic transformation accentuates proportional differences in quality instability. 

Input Feature Selection 

We extract lightweight features from each input video segment using complexity analysis 
metrics derived from the SITI [12], VCA [13], and EVCA [9] tools. These tools provide 19 
features that describe the video signal's characteristics in the pixel domain. Since not all 
features are equally relevant for the prediction module, a multi-stage feature engineering 

 

Figure 4 – Overall architecture of the proposed CASE framework.  



  
and selection pipeline is employed. First, the 
original features are ranked using mutual 
information regression [14] to capture 
nonlinear dependencies with the target 
variable. Logarithmic transformations are 
applied to handle skewed distributions and 
scale variations, and feature redundancy is 
addressed through correlation analysis by 
removing highly correlated features [15]. 
Permutation importance [16] is computed for 
the remaining features. Features with positive 
importance are selected as the final input set 
𝑥𝑣,𝑠 for model training. Table 1 summarizes 

the final feature set selected for each 
prediction model. The features 𝑒𝑛𝑡𝑟𝑜𝑝𝑦, 
𝑒𝑑𝑔𝑒𝐷𝑒𝑛𝑠𝑖𝑡𝑦, 𝐿, 𝑆𝐶, and 𝐿𝑜𝑔(𝑆𝐼) rely on 
spatial information, whereas 𝑒𝑛𝑡𝑟𝑜𝑝𝑦𝐷𝑖𝑓𝑓, 𝑇𝐼, 𝐿𝑜𝑔(𝑇𝐶), and ℎ capture inter-frame variation. 
Logarithmic transformations are applied to 𝑆𝐼 and 𝑇𝐶 to reduce skewness in the distributions 

and improve prediction robustness. 

Prediction Module 

Figure 5 shows the proposed two-level 
prediction scheme for encoding pass 
selection. The first level (𝑓𝜃𝐸

) estimates 

segment-level compression efficiency to 
decide whether invoking the second-
level prediction is necessary. When 
multi-pass encoding is predicted to 
provide high efficiency gains (𝐸(𝑣) > 𝑇𝐸), 
the second level is skipped, and multi-
pass encoding is selected for all 
representations via label broadcasting. 
The second level (𝑓𝜃𝐶

) is a multi-output 

regression model that operates at the 
representation level and jointly estimates 
the quality stability of all available 
representations. In this way, the model 
does not need to run for every 
representation. For a given video 
segment, the final output of the two-level 
prediction module is a binary decision 
vector indicating which representations 
should be encoded using multi-pass 
encoding. The complete workflow of the 
proposed CASE framework is presented 
in Algorithm 1.  

The segment-level prediction model (𝑓𝜃𝐸
) 

is a Random Forest regressor and is 
executed once per video segment to 

 

Figure 5 – The workflow of the prediction module.  

Feature Category 𝑓𝜃𝐸
 𝑓𝜃𝐶

 

Temporal descriptors 
(𝑇𝐼, log(𝑇𝐶)) 

✓ ✓ 

Entropy-based 
(𝑒𝑛𝑡𝑟𝑜𝑝𝑦, 𝑒𝑛𝑡𝑟𝑜𝑝𝑦𝐷𝑖𝑓𝑓)) 

✓ ✓ 

Signal descriptors 
(𝑒𝑑𝑔𝑒𝐷𝑒𝑛𝑠𝑖𝑡𝑦, 𝐿) 

✓ ✓ 

Spatial descriptors 
(𝑆𝐶, log(𝑆𝐼)) 

 ✓ 

Energy descriptors (ℎ)  ✓ 

Table 1 - List of features (𝑥𝑣,𝑠) utilized in 

the prediction module for both segment-
level and representation-level predictions.  

Algorithm 1 Adaptive Encoding Pass 
Selection 

Require: Video segment 𝑣𝑠 with 

representations 𝑅(𝑣) 

Ensure: Encoding decision vector 𝑦̂𝑣,𝑠 

 1: 𝑣𝑠
′ ← 𝐷𝑜𝑤𝑛𝑠𝑐𝑎𝑙𝑒(𝑣𝑠) 

 2: 𝑥𝑣,𝑠 ← 𝐸𝑥𝑡𝑟𝑎𝑐𝑡𝐹𝑒𝑎𝑡𝑢𝑟𝑒𝑠(𝑣𝑠
′) 

 3: 𝑦̂𝑣,𝑠
(𝐸)

← 𝑓𝜃𝐸
(𝑥𝑣,𝑠) 

 4: if 𝑦̂𝑣,𝑠
(𝐸)

= 0 then 

 5:     𝑦̂𝑣,𝑠,𝑟 ←  𝑓𝜃𝐶
(𝑥𝑣,𝑠, 𝑅(𝑣)) 

 6: else 

 7:     for all 𝑟 ∈ 𝑅(𝑣) do 

 8:         𝑦̂𝑣,𝑠,𝑟 ← 1 

 9:     end for 

10: end if 

 



  
estimate the encoding pass based on the compression efficiency gain of multi-pass 
encoding. Based on its output, the representation-level prediction model (𝑓𝜃𝐶

) may be 

invoked. To avoid the computational overhead of running separate regression models for 
each representation, a multi-output Random Forest regressor is employed for (𝑓𝜃𝐶

). This 

model jointly predicts the encoding pass decisions for all representations of a given segment 
in a single inference. As a result, if multi-pass encoding is not selected at segment-level 

prediction (𝑦̂𝑣,𝑠
(𝐸)

= 0), the representation-level prediction is executed only once per video 

segment and used to provide representation-specific decisions. 

EXPERIMENTAL RESULTS 

We evaluate the performance of the proposed approach in two production-oriented 
scenarios, local encoding using FFmpeg1 and cloud encoding using the Bitmovin Encoder2. 
Four key aspects of computational time, cost, compression efficiency, and video quality are 
evaluated. For the local encoding scenario, we employed FFmpeg n7.1.1 with the libx2653 
encoder in the medium preset. Each video is encoded into 12 representations following the 
Apple HLS bitrate ladder [17], with target bitrates ranging from 145 kbps at 640×360 to 
16,800 kbps at 3840×2160. These experiments are executed on a server equipped with an 
Intel Xeon Gold 5218 CPU running at 2.30GHz, and 384GB of memory. The operating 
system was Ubuntu Linux 22.04LTS. The encoding time is measured using the time 
command on Linux. For the cloud encoding scenario, we used Bitmovin Encoder Software 
Development Kit (SDK) v1.249.0 for Python to encode video content hosted on an FTP 
server with the VOD_STANDARD preset. The per-title encoding framework is used to 
produce the highest-quality representations for each encoding mode. The resulting 
segments were stored in an Amazon S3 bucket. The script then automatically downloaded 
all segments, along with the encoder’s metadata and performance logs, to compute the 
required metrics for evaluation. As our cost metric, since we did not have access to the 
infrastructure, we use the cost multiplier and billable minutes provided by the SDK.  

We utilized two video datasets in our experiments. The Nature-1k dataset4 comprises 1,000 
diverse 5-second video sequences captured at a resolution of 3840×2160 and 60 fps. Its 
wide range of motion patterns and spatial characteristics enables a comprehensive 
evaluation across varied content types. The CableLabs dataset5 consists of 11 longer video 
sequences, each ranging from 3 to 5 minutes in duration, also at 3840×2160 resolution. The 
videos are downscaled to 640×360 for fast feature extraction and decision-making. For 
model evaluation, the Nature-1k dataset is split into training and test sets using stratified 
sampling to preserve content diversity. The prediction models are trained on 80% of the 
video sequences, while the remaining 20% are reserved for testing and have not been seen 
during training. 

Local Encoding Evaluation 

For the two-level prediction module, we used two Random Forest regression models with 
400 estimators and a maximum depth of 10, providing robust non-linear prediction with low 
inference overhead. The models were trained separately to specialize predictions at each 
decision level. 

 

1 https://www.ffmpeg.org/, last access: 12 May 2026. 
2 https://bitmovin.com/encoding-service/, last access: 12 May 2026. 
3 https://x265.readthedocs.io/, last access: 12 May 2026. 
4 https://cd-athena.github.io/Nature-1k/, last access: 12 May 2026. 
5 https://www.cablelabs.com/4k/, last access: 12 May 2026. 

https://www.ffmpeg.org/
https://bitmovin.com/encoding-service/
https://x265.readthedocs.io/
https://cd-athena.github.io/Nature-1k/
https://www.cablelabs.com/4k


  
Compression efficiency 
To evaluate the compression 
efficiency and encoding time savings 
achieved by the encoding modes 
selected by the CASE framework, we 
used multi-pass encoding as the 
anchor and computed the percentage 
gains for different 𝑇𝐸 ranging from 5 to 

15. Table 2 reports the average 
compression efficiency and time 
saving of the test video sequences 
compared to ground truth method. We 
define the tround truth method to 
quantify the impact of prediction errors on performance. It selects the best encoding decision 
through exhaustive evaluation of single- and multi-pass encoding for each segment and 
representation, followed by quality assessment. 

As 𝑇𝐸 increases, CASE applies multi-pass encoding more selectively, increasing encoding 
time savings while introducing a higher BDR trade-off. At  𝑇𝐸 = 10, CASE reduces encoding 

time by 21.2% compared with full multi-pass encoding. Although single-pass encoding 
provides higher average time savings (42.8%), it incurs a significant BDR penalty (12.5%) 
for the test video sequences. 

Quality stability 
To evaluate the prediction model 𝑓𝜃𝐶

, we 

applied the decisions to the test videos to 
select the appropriate encoding pass based 
on predicted quality stability. We measured 
encoding time saving and 𝑆(𝑣, 𝑐) across 
different thresholds 𝑇𝑆. Increasing the 
threshold 𝑇𝑆 makes the decision more 

conservative, thereby increasing the 
likelihood of selecting single-pass encoding 
and creating more opportunities for time 
savings by avoiding unnecessary multi-pass 
encoding. Figure 6 compares the quality 
stability and encoding time savings achieved 
by the prediction model against the ground truth oracle decisions. A Higher 𝑆(𝑣, 𝑐) indicates 
lower stable quality and the average value when we encode all test videos with single-pass 
encoding is 0.81. The results show that the predictions of 𝑓𝜃𝐶

 closely follow the ground truth 

decisions. Moreover, selectively avoiding multi-pass encoding for certain content based on 
learned features can significantly reduce encoding time without substantially degrading 
quality stability. Notably, at 𝑇𝑆 = 0.75, the proposed CASE framework reduces encoding time 

by 27.9% while maintaining a low quality stability metric of 0.18, compared to a value of 0.81 
when all videos are encoded using single-pass encoding. 

 

Figure 6 – The workflow of the prediction 
module.  

𝑇𝐸 

BDR (%) Time Saving (%) 

CASE 
Ground 

truth 
CASE 

Ground 
truth 

5.0 0.56 0.48 8.5 11.2 

8.0 1.42 1.29 15.3 16.6 

10.0 2.90 2.08 21.2 20.4 

15.0 5.38 4.03 28.0 27.4 

Table 2 - BDR and encoding time savings of 
CASE under different 𝑇𝐸 compared with ground 

truth decisions.  



  
Prediction model runtime 
In this section, we evaluated the runtime 
required for preprocessing and decision-
making of the proposed CASE framework in 
Table 3. The pipeline begins with a 
downscaling stage, where each input video 
segment is downscaled to 640×360, which 
takes an average of 93ms per segment. This 
is followed by feature extraction using VCA, 
SITI, and EVCA, which together require an 
average of 195ms per video segment. The 
subsequent model inference stage, which 
applies both prediction models 𝑓𝜃𝐸

 and 𝑓𝜃𝐶
, 

requires only 11ms to produce the encoding 
decision. In this evaluation, we assume that 
both models are applied to all video segments, representing a worst-case scenario. In 
practice, some decisions are made earlier by the segment-level model 𝑓𝜃𝐶

, making the 

inference time lower. Overall, the total decision-making time is 299ms per video segment. 
We also measured the average encoding time for single-pass and multi-pass encoding of 
the test videos on the same machine when generating the bitrate ladder: 179203ms and 
345489ms, respectively. The total decision-making overhead of the proposed method was 
1155 times lower than the multi-pass encoding time on the same machine. 

Prediction performance 
Using the proposed CASE with 𝑇𝐸 = 15.0 
and 𝑇𝑆 = 1.0, out of the 200 test videos, 
71 videos were directly selected for 
multi-pass encoding based on the 
segment-level prediction model. 
Consequently, representation-level 
prediction was not required for these 
videos. For the remaining 129 videos, each containing 12 representations, a total of 1217 
representations were selected for single-pass encoding. Table 5 summarizes the precision, 
recall, and F1-score of the final classified representations for both models. Overall, CASE 
achieves an average encoding time saving of 25.3% with BD-Rate increase of 2.23% and 
average instability metric of 0.21, compared to a 12.5% bitrate increase and much higher 
instability of 0.80 when always using single-pass encoding. 

Cloud encoding 
In this section, we evaluate the proposed 
CASE framework using the Bitmovin multi-
pass encoder. Experiments were conducted 
on the CableLabs dataset, where video 
sequences were encoded using Single-Pass, 
Two-Pass, and Three-Pass encoding 
configurations. The proposed framework 
adaptively selects the most suitable encoding 
pass for each segment. To better illustrate the 
performance differences, we present the per-
frame VMAF quality results for a 
representative video sequence from the 

 

Figure 7 – Sample frame of the test video 
sequence. 

Stage Time (ms) 

Downscaling 93 

Feature extraction 
(SITI+VCA+EVCA) 

195 

Model inference (𝑓𝜃𝐸
+ 𝑓𝜃𝐶

) 11 

Decision overhead (total) 299 

Single-pass encoding 179203 

Multi-pass encoding 345489 

Table 3 – Average time consumption of 
the proposed method and encoding pass 

strategies. 

Model Precision Recall F1-Score 

𝑓𝜃𝐸
 0.8266 0.8256 0.8258 

𝑓𝜃𝐶
 0.8476 0.8487 0.8479 

Table 4 – Prediction performance of 𝑓𝜃𝐸
 and 

𝑓𝜃𝐶
 models 



  
dataset. A sample frame from this sequence is shown in Figure 7. The per-frame quality and 
the selected encoding pass are shown in Figure 8. For the first segment, Single-Pass 
encoding exhibits a significant quality degradation. Therefore, the proposed method selects 
Two-Pass encoding. In contrast, for the second segment, all three encoding modes achieve 
comparable quality, leading the proposed method to favour the Single-Pass encoding mode. 
In terms of computational cost, two-pass and three-pass encoding are approximately 1.25 
and 2 times more expensive, respectively. 

 

CONCLUSIONS 

In this paper, we introduced CASE, a content-adaptive framework that determines when the 
benefits of multi-pass encoding do not justify its additional computational cost. Improved 
compression efficiency and enhanced quality stability are the two primary advantages of 
multi-pass encoding considered in CASE. Our analysis shows that these benefits vary 
significantly depending on video content and encoding configurations. To enable selective 
use of single-pass encoding, we proposed a lightweight two-level prediction module based 
on features from only the first two frames of a downscaled video segment. At the first level, 
a tree-based regression model predicts the expected compression efficiency loss of single-
pass encoding. Based on this decision, a second-level multi-output regression model is 
employed to predict quality stability across representations to select the final encoding 
strategy. Experimental results show that, compared to multi-pass encoding, the proposed 
CASE reduces average encoding time by 25.3% with only a 2.23% increase in bitrate, while 
maintaining a low-quality instability of 0.21. In contrast, encoding all representations using 
single-pass encoding results in a substantially higher bitrate increase of 12.5% and 
significantly increased quality instability of 0.80. Furthermore, the decision-making overhead 
of CASE is approximately 1155 times lower than the time required for multi-pass encoding 
of a video segment in adaptive streaming. These results confirm the necessity of content-
adaptive selection of the encoding pass in video streaming. 

 

 

 

Figure 8 – Per-frame VMAF quality comparison, illustrating how the proposed CASE algorithm 
(black line) dynamically selects the optimal encoding pass for each 240-frame segment 
(shaded regions). 
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